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Exploiting Remote Learners in Internet Environment
with Agents
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Data in the Internet are scattered on different sites indeliberately, and accumulated and updated fre-
quently but not synchronously. It is infeasible to collect all the data together to train a global learner
for prediction; even exchanging learners trained on different sites is costly. In this paper, aggregative-
learning is proposed. In this paradigm, every site maintains a local learner trained from its own data.
Upon receiving a request for prediction, an aggregative-learner at a local site activates and sends out
many mobile agents taking the request to potential remote learners. The prediction of the aggregative-
learner is made by combining the local prediction and the responses brought back by the agents. The-
oretical analysis and simulation experiments show the superiority of the proposed method.
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1 Introduction

The Internet technology develops fast. Various resources
distributed on different local machines all over the world
are interconnected and unified by the Internet. One can
easily share his/her resources (e.g., data, computational
power, etc.) or access other shared resources through the
Internet.

In conventional machine learning and data mining ap-
plications, a computing model is usually built using the
data collected and stored on a local machine in order to
make prediction for incoming data. To obtain a well-
performing prediction model, a large training set is usu-
ally needed. In practice, it is not trivial for a single ma-
chine to collect and maintain a huge volume of data due
to the storage limitation and/or the limited data collection
ability. For example, an email client on a PDA may learn
a spam detection model from local emails. However, a

PDA could not afford to store a large number of emails.
Even if it could, it would be hard to collect diverse spam
from the single PDA. Both limitations make it difficult for
learning a strong spam detection model. Thus, a natural
idea is to utilize the resources distributed across the inter-
net to help to build a prediction model at the local site.

Learning prediction models in a network environment
is known as distributed machine learning, which has been
studied by many researchers in recent years. Many paral-
lel and distributed learning methods have been developed.
Some methods require frequent exchange of trained mod-
els among sites. Typical methods include: propagating
all local classifiers among sites in every boosting round
and combining all of them to induce the subsequent clas-
sifier on every site[11]; stacking the locally trained classi-
fiers from all the sites to create a meta classifier on each
site and combing the meta classifiers via soft voting [13];
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iteratively combining local data and support vectors from
other sites to train a local SVM on each site and finally
aggregating locally identified support vectors to create a
global SVM[5]; and learning rules and rule confidences
locally and then aggregating the rules to create a meta
learner on a central site[1]. Although some other methods
do not require exchanging the trained models, they still
need to know how data are distributed over the networks.
These methods include: dividing training data on each
site to train C4.5 decision trees locally and then combin-
ing the decision trees using majority voting [3]; learning
an exact decision tree from heterogeneous autonomous
data sources on different sites[6]; scattering data (accord-
ing to memory requirement) on different sites and learn-
ing local classifiers using pasting bites approach [4] and
then combining them using majority voting [7]; and con-
structing local learner using pasting bites on each site and
combining them through certain protocol in Peer-to-Peer
networks[12].

Unfortunately, these methods are not suitable for dis-
tributed learning over the Internet due to the ignorance of
practical issues of the Interent. First, these methods were
designed for networks where the data are distributed ac-
cording to the requirement of the learner, or at least, the
distribution is known to the learner. The Internet environ-
ment is, however, huge and dynamic and so it is hard to
know how the required resources are distributed. More-
over, some methods require frequent exchange of trained
models between sites. Although they may be effective in
LAN or high speed broadband networks, such exchanges
become inefficient in the Internet; besides, these moved
models could not reflect the newly received data on the
original sites. To the best of our knowledge, there is no
previous work addressing these practical yet important
problems occurring in the Internet environment.

In this paper, we propose a novel learning paradigm for
the Internet environment, namely aggregative-learning,
to tackle the practical problems of utilizing remote re-
sources over the Internet to help local prediction. It re-
quires neither massive communication between sites nor
sufficient knowledge of remote resources (e.g., data or
trained model) to make the final prediction. Besides, all
the predictions are made based on the latest models main-
tained on the remote sites. Theoretical analysis discloses
the benefit of the aggregative-learning paradigm, and sim-
ulation experiments show its superiority over the tradi-
tional learning approach.

In the following we will propose the aggregative-
learning paradigm and then present a theoretical analysis

and simulation results, which is followed by the conclu-
sion.

2 Aggregative-Learning

Assume that n sites on the Internet are collecting data in-
dependently, where n is usually very large. On each site
Si, a local learner hi is trained independently from the
data accumulated on Si, and hi is updated whenever a
number of new training data are accumulated.

In aggregative-learning, each site maintains a local
learner trained from the data located on that site. When
a site receives a request for prediction, its aggregative-
learner is activated, which is a virtual combination of the
local learner and remote learners.

As shown in Fig. 1, upon a prediction request, the
aggregative-learner on that local site uses the local learner
to obtain a local prediction. Meanwhile, it sends out many
mobile agents carrying the request to potential remote
learners over the Internet. For remote learners whose lo-
cations are known to the aggregative-learner, the mobile
agents are sent to them directly. For other potential re-
mote learners whose locations are unknown, the mobile
agents may navigate the Internet to search for them. Some
agents may bring back responses of predictions from re-
mote learners, while others may bring back nothing be-
cause they have not found any remote learner, or lose their
way due to network congestion or other network prob-
lems. Nevertheless, when the maximum response time
for prediction request is reached, the aggregative-learner
will check all available remote responses, and make the
final decision through combining the local prediction and
these remote responses using majority voting. Note that
any efficient combination of multiple predictions can be
used.

Fig. 1. The aggregative-learner
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We implement the mobile agents used by the
aggregative-learners in the same way as described in
[12]. We use PSML to specify their roles, settings,
and relationships with any other services, and implement
PSML by using an existing Prolog-like logic language
supplemented with agents that perform dynamic-content
updates, meta-knowledge collection, and transformation
tasks.

Aggregative-learning has several advantages. First, the
communication cost is low. The only communication cost
is that used by the mobile agents to send out requests and
bring back responses, which could be a constant if the
number of mobile agents to be sent is fixed. The commu-
nication cost is obviously much lower than exchanging
either training data or local learners. Second, since the
trained learners are maintained on their local sites, they
can be updated at any time according to its own specifi-
cation. Thus, predictions are always made by their lat-
est versions. Third, maintaining the learners on their lo-
cal sites also enables the learners be built according to
the favor of their local users instead of being constrained
to meet some global requirements that are necessary for
explicitly combining the learners. That means the local
users can use decision trees, neural networks, Bayesian
classifiers, or any other learning systems as they want to
implement the local learners. This endows much flexibil-
ity to the development of local learners.

A problem with aggregative-learning is that for an
aggregative-learner, the number of responses brought
back by its mobile agents may vary in different sessions.
Some mobile agents may fail to find the remote learners
since those remote sites may disconnect to the Internet,
while some other mobile agents may be stuck due to the
network congestion and fail to bring back the response
within the maximum response time. Such a problem may
lead to unstable performance of the aggregative-learning
paradigm, although it is indeed inherent to any paradigm
that tries to reflect the dynamics of the Internet. Fortu-
nately, our theoretical analysis and simulations show that
even in presence of such a problem, aggregative-learning
can always improve the prediction of local learners.

3 Theoretical Analysis

Before analyzing the performance of aggregative-
learning, we first consider the performance of an indi-
vidual remote learner hr. Assume that the predictions
of remote learner upon a request are independent con-
ditioned on the prediction of the local learner hl. Let
a random variable Z denote the probability of the re-

mote learner making an incorrect prediction for a request
while the local learner makes a correct prediction, i.e.,
Pr(hr(x) �= y|hl(x) = y). Let a random variable Z̄ denote
the probability of the remote learner making an incorrect
prediction for a request while the local learner makes an
incorrect prediction, i.e., Pr(hr(x) �= y|hl(x) �= y). With-
out any knowledge of remote data distribution, the perfor-
mance of the remote learner would be random to the local
learner. Presumably, (Z, Z̄) is governed by a uniform dis-
tribution. We formally present in the following lemma
the expected performance of the remote learner in terms
of a 2-dimensional random variable (Z, Z̄) given the local
learner.

Lemma 1. In aggregative-learning, assume (Z, Z̄) is
uniformly distributed, then the expected error rate of the
remote learner given the local learner’s prediction is less
than 0.5, i.e., E(Z) < 0.5 and E(Z̄) < 0.5.

Proof. Let el and er denote the error rate of hl and hr , re-
spectively. Let εr = sup(er). The error rate of the remote
learner is

er = Pr(hr(x) �= y|hl(x) = y)Pr(hl(x) = y)

+Pr(hr(x) �= y|hl(x) �= y)Pr(hl(x) �= y)

= (1 − el)Z + elZ̄

� εr < 1 (1)

Let Q denote the region in a 2-dimensional space
where (Z, Z̄) uniformly takes value with non-zero prob-
ability. Since Eq. 1 places a constraint on the value of
(Z, Z̄), and 0 � Z � 1, 0 � Z̄ � 1, Q is bounded by
the following lines: z = 0, z = 1, z̄ = 0, z̄ = 1 and

(1 − el)z + elz̄ = εr. According to different values that el

and εr may take, Q falls into one of the five cases shown
in Fig. 2.

We can compute the expected value of Z and Z̄ ac-
cording to the marginal distribution of Z and Z̄ accord-
ing to each case of Q. Here, due to the space limit, we
only present the derivation for Case (d). Derivation for
the other cases can be achieved in a similar way.

In Case (d), the pdf of (Z, Z̄) is given by

p(z, z̄) =

{
2(1−el)
2εr−el

, (z, z̄) ∈ Qd

0, o.w
(2)

Then, the marginal distribution of Z is

p(z) =

⎧⎪⎪⎨
⎪⎪⎩

2(1−el)
2εr−el

, z � εr−el
1−el

2(1−el)(εr−(1−el)z)
el(2εr−el)

, εr−el
1−el

� z � εr
1−el

0, o.w.

(3)

According to the marginal pdf of Z , we get
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(a) 0 < εr <
el
2 (b)

1−el
2 < εr < el (c) el < εr <

1−el
2 (d) max(el,

1−el
2 ) < εr < 1 − el (e) 1 − el < εr

Fig. 2. Five cases of region Q based on different relations between εr and el

E (Z) =
(1 − el)

2

3(1 − el)(2εr − el)
− (2 − 3εr)(1 − el)

3(1 − el)(2εr − el)
+(

3ε2r − 3εr + 1
)

3(1 − el)(2εr − el)
− 4ε2r

3el(1 − el)(2εr − el)
(4)

With some algebra, it is easy to verify that E (Z) < 0.5

and E
(
Z̄
)

< 0.5 if max
(
el,

1
2

(1 − el)
)

� εr < 1 − el, which
is also shown in Fig. 2(d), is satisfied.

Then, we consider the aggregation of the responses
from a number of remote sites for making the final predic-
tion. Assume that the local site receives responses from
n remote sites, namely S1, . . . , Sn. The corresponding re-
mote learner on remote sites are denoted as h1, . . . , hn, re-
spectively. Let S0 and h0 denote the local site and its local
learner, respectively, and H be the aggregative-learner.
We present the following theorem showing that the ex-
pected error rate of H will be greatly reduced as n in-
creases.

Theorem 1. In aggregative-learning, let eH denote the
error rate of the aggregative-learner H that combines
prediction of the local learner and n remote learners.
Assume that remote sites are conditionally independent
to each other given the local site and H employs ma-

jority voting for combining predictions, then eH
Pr−→ 0

(n → ∞).

Proof. Since the aggregative-leaner employs majority
voting to combine the remote predictions and the local
predictions, the number of incorrect predictions directly
affects the prediction of the aggregative learner. Let I(b)

be an indicator function, which takes the value 1 if the
boolean expression b is TRUE and 0 otherwise. The num-
ber of incorrect remote predictions is

∑n
i=1 I(hi(x) �= y).

For simplicity, we denote hi(x) = y and hi(x) �= y as hi

and h̄i, respectively.

We first consider the expected number of incorrect re-
mote predictions given a local prediction.

Case 1: the local prediction is incorrect. The expected

number of incorrect predictions is

E

(
n∑

i=1

I(h̄i|h̄0)

)
=

n∑
i=1

E
(I(h̄i|h̄0)

)

=
n∑

i=1

[
0 · (1 − Pr

(
h̄i|h̄0

))
+ 1 · Pr

(
h̄i|h̄0

)]

=
n∑

i=1

Z̄i (5)

Since remote sites are conditionally independent to
each other given the local learner, {Z̄1, ..., Z̄n} is a set
of independently identically distributed random variables.

By the Law of Large Number,
n∑

i=1

Z̄i
Pr−→ n·E(Z̄) as n → ∞.

Applying Lemma 1, we have E(Z̄) < 0.5. Thus, as n → ∞,

Pr
(
E
(∑n

i=1 I(h̄i|h̄0)
)

< n
2

)
> 1 − ε for any ε > 0, which

means eH|h̄0

Pr−→ 0, since majority voting is used to pro-
duce the final prediction.

Case 2: the local prediction is correct. Similarly, by
the Law of Large Number and Lemma 1, we obtain that
as n → ∞, Pr

(
E
(∑n

i=1 I(h̄i|h0)
)

< n
2

)
> 1 − ε for any

ε > 0, and thus eH|h0

Pr−→ 0, since majority voting is used
to produce the final prediction.

Since Pr(h0(x) = y) and Pr(h0(x) �= y) only depend on
the learner and the tasks, they are constants as n → ∞.
Therefore, combining Case 1 and Case 2 yields the error
rate of the aggregative learner

eH = eH|h0 Pr(h0) + eH|h̄0
Pr(h̄0)

Pr−→ 0 (6)

Theorem 1 implies aggregative learning can improve
the local prediction by exploiting a large number of re-
mote learners over the Internet. However, in many real-
world applications, it is infeasible to receive an extremely
large number of remote responses. Fortunately, our simu-
lation results in the next section demonstrate the effective-
ness of aggregative-learning when only a limited number
of remote responses are received.

It is noteworthy that the proposed method somehow
relates to ensemble learning[16]. Generally it is believed
that ensembles work well because they can reach a good
tradeoff between bias and variance, possibly by leverag-
ing a high individual accuracy and a high diversity. There
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are many theoretical studies[8−10] on famous ensemble
methods, yet it is far from a clear understanding of all
the underlying mechanisms[16]. An important concern
in ensemble methods is the correlation between differ-
ent learners. Different from ensemble methods, in our
current learning setting we can assume that every remote
learners are conditionally independent, probabilities of a
remote learner making an incorrect prediction given the
local prediction satisfy uniform distribution, etc. Thus,
analysis on the current learning setting can be easier than
that on classic ensemble setting.

4 Simulation Results

We run simulation on 12 UCI data sets[2] to study the
effectiveness of aggregative-learning. The information
summary of each data set is tabulated in Table 1. For each
data set, we repeat 10-fold cross validation for five times
with random data splits. In each fold, the training data
are manually scattered over 9 sites, on each of which a lo-
cal learner is trained independently with the correspond-
ing training data. Here, J4.8 decision trees [14] are used as
local learners. Note that other learning algorithms, even
heterogeneous ones, can also be used as local learners.
In testing phase, each test example is presented to a ran-
domly selected site. The aggregative-learner on that site
is then activated and sends out eight mobile agents to the
other sites. We combine the local prediction and the re-
mote responses by majority voting. If a number of class
labels receive the same number of votes, the final predic-
tion will be dominated by the local learner.

Table 1 Experimental data sets
Data set # attributes # examples # classes
animals 72 2000 4

ann-thyroid 21 7200 3
clean2 168 6598 2

german 20 1000 2
kr-vs-kp 36 3196 2

led7 7 1500 10
led24 24 1000 10
letter 16 20000 26

mushroom 22 8124 6
page 10 5473 5

segment 19 2310 7
waveform 40 5000 3

We compare aggregative-learner (AggrL) with two
types of distributed learning methods, namely distributed
stacking (DStacking)[13] and distributed Ivote (DIvote)[7].
DStacking propagates both the local learner and the
stacked learner between different sites in training. DIv-
ote was designed for large scale learning problem within
cluster systems. It employs a control node to split training
data into disjoint sets and dispatch them to each proces-
sor to learn. Here, it is used as the representative of those

methods involving data transmission in training. Note
that DStacking and DIvote could hardly be applied to the
Internet environment, as discussed in Section 1. Besides,
both of them need to collaborate all distributed learners
to make final prediction. We use the local learner (Local)
and a J4.8 decision tree trained on data collecting from
different sites (Global) as baselines respectively. Global
is evidently infeasible in the Internet environment since it
requires transmitting large volume of distributed data to a
centralized site.

We simulate two cases of data distribution over the In-
ternet in the following subsections. Since AggrL may re-
ceive different number of remote responses, we consider a
median case where it only receives 4 responses, i.e. from
half of the remote sites. Result of each fold is averaged
over ten times of random selection of the responded re-
mote sites.

4.1 Case 1: Data with similar distribution and size

In many real-world tasks, data scattered on different
sites may not be independent. Different sites might accu-
mulate part of data from the same source (e.g., one site
responsible for weather forecast for a city may collect
weather data of its neighboring cities and vice versa). In
this case, the data held by different sites may overlap to
some degree.

We define the overlap rate (μ) as the percentage of lo-
cal data shared with other sites. Six overlap rates (0%,
10%, 20%, 30%, 40%, and 50%) are considered in the
experiment. For simplicity, we assume that all the sites
are with the same overlap rate. For example, if μ = 10%,
then for any site 10% of its data are held by any other site.

To scatter the training data to all sites with similar size
and distribution under an overlap rate μ, we first select a
subset of examples Ds shared by all sites according to the
original data distribution of training set D. Here, the size
of the subset is estimated by

|Ds| =
μ |D|

μ + n − μn
(7)

where n is the total number of sites, and here n = 9.
Then we equally divide the remaining examples into 9
subsets according to the same data distribution of D. Fi-
nally, we combine Ds and each of the subset and place
the combined training sets to each site, respectively.

Fig. 3 plots the error rates averaged over the five runs
of 10-fold cross validation versus the overlap rates, where
both the means and standard deviations of error rates are
shown.

Pairwise two-tailed t-tests at significance level 95% re-
veal that AggrL is significantly better than Local on all
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Fig. 3. Error rates of the compared algorithms when the data held by different sites are with similar distribution and size

data sets under all overlap rates. Sign test on the t-test
results over all data sets also shows that the difference is
significant under all overlap rates. As the overlap rate in-
creases, the performance of AggrL usually becomes bet-
ter except on 3 small data sets german, led7 and led24.
We conjecture that this may be caused by that when the
overlap rate is high, the chance for the learners to suffer
from overfitting some peculiarities in the overlapped data
becomes higher, and thus the performance of the voted
results may degrade in some case.

It can be found that the performance of AggrL is com-
parable to or even better than that of DIvote on most data
sets and overlap rates except on german, led24 and wave-
form; while AggrL performs comparably to DStacking on
most data sets except on ann-thyroid, clean2, letter and
waveform. Note that DStacking and DIvote are expected
to perform better than AggrL, since they use all sites to
make prediction and even for learning, while AggrL only
uses responses from half of the remote sites. Recall that
DStacking and DIvote require knowledge of data distri-
bution and even frequent propagation of trained models,
which is impractical in the Internet environment. When
we increase the number of received responses, AggrL ap-

proaches them very well. Moreover, it is impressive that
AggrL can even achieve comparable and better perfor-
mance than Global which is trained by using all data col-
lecting from different sites (e.g., on waveform).

These facts suggest when the data scattered on differ-
ent sites with similar distribution and size and even with
certain correlation, aggregative-learner that exploits some
remote sites over the Internet can significantly improve
local predictions. The performance of aggregative-learner
is comparable or even better than some distributed learn-
ing algorithms that can be hardly applied to the Internet
in practice.

4.2 Case 2: Data with different distributions and sizes

A more common case on the Internet is that different
sites accumulate data locally and build local learners in-
dependently for their own tasks. Some sites may hap-
pen to have the same task, but the training data stored on
different sites are usually with different distribution and
sizes. To simulate this case, we randomly partition train-
ing data into 9 subsets whose data distributions and sizes
are all different, and then placing them on the 9 sites, re-
spectively.
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Table 2. Error rates of the compared methods when the data held by different sites are with different distributions and sizes
Data set Global Local AggrL DStacking DIvote
animals .458 ± .014 .527 ± .011 .480 ± .008 .475 ± .010 .473 ± .009
ann-thyroid .003 ± .000 .010 ± .000 .007 ± .000 .006 ± .001 .010 ± .001
clean2 .001 ± .000 .021 ± .002 .009 ± .001 .002 ± .001 .015 ± .001
german .313 ± .022 .337 ± .016 .285 ± .010 .293 ± .009 .260 ± .005
kr-vs-kp .006 ± .001 .042 ± .002 .023 ± .001 .019 ± .002 .032 ± .002
led7 .270 ± .006 .333 ± .006 .285 ± .003 .278 ± .004 .269 ± .003
led24 .357 ± .010 .419 ± .012 .297 ± .007 .283 ± .017 .267 ± .006
letter .120 ± .002 .289 ± .005 .176 ± .001 .147 ± .002 .313 ± .001
mushroom .000 ± .000 .002 ± .000 .001 ± .000 .001 ± .000 .001 ± .000
page .032 ± .002 .048 ± .002 .036 ± .001 .032 ± .002 .037 ± .001
segment .031 ± .003 .102 ± .003 .066 ± .001 .057 ± .003 .065 ± .002
waveform .245 ± .007 .287 ± .007 .208 ± .003 .193 ± .003 .162 ± .004
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Fig. 4. The error ratio of the aggregative-learner against local learner when the data held by different sites are with similar distribution and size

Table 2 tabulates the average error rates and standard
deviations of the compared algorithms on each data set. It
shows that the performance of the aggregative-learner is
evidently better than that of the local learner. On average,
AggrL can improve the local prediction by 31.4% over all
data sets. We conduct pairwise t-tests at significance level
95%. Sign test on the t-test results over all data sets indi-
cates that AggrL always performs significantly better than
Local. Thus, when the data scattered on different sites are
with different distributions and sizes, aggregative-learner
can be used to improve local predictions in the Internet
environment. Besides, the table also discloses that even if
AggrL only receives a few responses, it can still approach
the performance of DStacking and DIvote, both of which
could hardly be applied to the real Internet environment
directly.

4.3 The influence of the received responses

To investigate the influence of the received number of
remote responses, we compare aggregative-learners that
receive m remote response (m = 2, 4, 6, 8).

Fig. 4 plots the error ratio (i.e., the error rate of
aggregative-learner over that of the local learner) of
aggregative-learners under different overlap rates when
data sets on different sites have similar distribution and
size (Case 1). Due to space limit, we only present results
on 4 data sets. Similar trends are observed on the other
data sets. Fig. 5 presents the error ratio of the aggregative-
learners when data on different site have different distri-
butions and sizes (Case 2). The red lines in both figures

denote the local learner.

Fig. 5 The error ratio of the aggregative-learner against the local learner

when the data held by different sites are with different distributions and

different sizes

It is obvious from both figures that the performance of
the aggregative-learner improves as the number of remote
responses increases, which is consistent with Theorem 1.
Meanwhile, this observation suggests that routing strat-
egy of the mobile agent may be important when using
aggregative-learning in practice. A good routing strategy
helps mobile agents locate remote learners quickly and
bring back more remote responses. Note that with only
2 remote responses, aggregative-learner can still make a
better prediction than the local learner. Thus, aggregative-
learning is still helpful even when the routing strategy is
inefficient or the network is highly congested.

4.4 Data accumulating on different sites

In many real-world applications, it is very likely that
some sites keep on collecting new training examples af-
ter their local learners are trained, and thus the local
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Fig. 6. Error rates of the compared algorithms where all algorithms refine their models using the newly collected data

learns may further refine themselves using the newly
collected data. However, due to the network conges-
tion, it is usually not easy to efficiently “spread” the ef-
fect of the updates among the distributed learners across
the Internet. Here, we conduct additional experiment to
evaluation the performance of the proposed aggregative-
learning paradigm in this case, where DStacking and DIv-
ote are also used as the baselines.

To simulate the data accumulation on different sites, we
randomly split the training set on each site into 5 different
subsets, each of which contains roughly 20% of the origi-
nal training data, and initiate the learners on that site with
the first subset. For every time interval with fixed length,
each site receives another subset, and then the learner on
that site is retrained over its training set augmented by the
examples in this new subset. Note that since DIvote uses
a central site to the dispatch the data, we feed the central
site with all the newly collected data. For fair compar-
ison, the central site dispatches the training examples to
produce exactly the same training sets as those used by
AggrL and DStacking on each site.

Fig. 6 plots the error rates of the three distributed learn-
ing methods and that of the local learner as the portion of

total training set received by each site increases from 20%
(only one subset) to 100% (all five subsets). Table 3 tabu-
lates the communication costs of the compared methods.
The columns denoted by training report the bandwidth
consumption (in KiloBytes) as the training data increases;
the columns denoted by prediction report the bandwidth
consumption (in KiloBytes) for a prediction request.

Table 3. Communication costs (in KBytes) for training and prediction of

the compared algorithms where all algorithms refine their models using the

newly collected data

AggrL DStacking DIvote
Data set

training prediction training prediction training prediction
animals 0 2.25 5724.57 0 4053.52 2.54
ann-thyroid 0 0.66 1446.58 0 4265.16 0.75
clean2 0 5.25 15432.69 0 31181.35 5.91
german 0 0.63 2310.99 0 563.38 0.71
kr-vs-kp 0 1.13 2188.03 0 3238.76 1.27
led7 0 0.22 6105.86 0 300.59 0.27
led24 0 0.75 6526.07 0 678.52 0.86
letter 0 0.50 154017.56 0 9087.89 0.59
mushroom 0 0.69 2158.08 0 5048.15 0.79
page 0 0.31 3009.71 0 1553.71 0.37
segment 0 0.60 4136.10 0 1240.50 0.68
waveform 0 1.25 5119.02 0 5633.79 1.42
avg 0 1.19 17347.94 0 5570.44 1.35

It is obvious from the figure that the performance all the
compared methods improves after updating the learners
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Fig. 7. Error rates of the compared algorithms where DStacking and DIvote do not refine their models when new training data are available

using the newly collected training data. Although DStack-
ing and DIvote use all remote sites for prediction, they
only achieve comparable and slightly better performances
than AggrL. However, by comparing these method in
terms of communication costs in Table 3, there is no doubt
that AggrL are much better than DStacking and DIvote.
In training phase, AggrL does not require any bandwidth
consumption since it trains all the learners locally. In con-
trast, the average bandwidth consumption of DStacking
over all data sets even reaches 17,347.94 KB! Such an
overwhelming communication cost is produced by prop-
agating both the local learners and the stacked learners
among all sites. This communication cost may become
extremely high especially when the learned models are
getting more complex. DIvote consumes 5,570.44 KB of
bandwidth on average, which is produced by dispatch-
ing all training examples from the central site to other
sites. Such a cost may be extremely high if it learns from
a very large training set. In prediction phase, all meth-
ods produce very low communication costs: AggrL only
requires 1.19 KB and DIvote requires 1.35 KB to send
the prediction request and collect the predictions for it.
Since DStacking has a copy of all stacked learners on each

site, the prediction could be made without communication
cost. Therefore, AggrL may reach a relatively good per-
formance with little communication cost, while DStack-
ing and DIvote needs to consume thousands of times of
that bandwidth for comparable or slightly better perfor-
mances. Such a large amount of communication may be
easily congested somewhere over the Internet, and hence
the refinement of distributed learners fails.

To make DStacking and DIvote suitable for the Inter-
net environment, one need to reduce their overwhelming
communication costs. A natural way is to stop refining
the learners using any newly collected data. Fig. 7 and
Table 4 give the performance in terms of error rates and
communication costs, respectively, in this case. With-
out the refinement of learners, the bandwidth consump-
tions of DStacking and DIvote in training phase reduce
to 1939.22 KB and 1114.09 KB, respectively, for training
initial distributed learners, although the overall costs are
still high compared to AggrL. However, in this case, Ag-
grL achieves much lower error rates than DStacking and
DIvote on almost all the data sets except that AggrL is
comparable to DIvote on led7, and comparable to DStack-
ing and worse than DIvote respectively on waveform.
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Table 4. Communication costs (in KBytes) for training and prediction of

the compared algorithms where DStacking and DIvote do not update their

models when new training data are available

AggrL DStacking DIvote
Data set

training prediction training prediction training prediction
animals 0 2.25 559.71 0 810.70 2.54
ann-thyroid 0 0.66 241.98 0 853.03 0.75
clean2 0 5.25 2917.46 0 6236.27 5.91
german 0 0.63 231.00 0 112.68 0.71
kr-vs-kp 0 1.13 308.83 0 647.75 1.27
led7 0 0.22 785.16 0 60.12 0.27
led24 0 0.75 685.74 0 135.70 0.86
letter 0 0.50 15710.86 0 1817.58 0.59
mushroom 0 0.69 368.82 0 1009.63 0.79
page 0 0.31 307.73 0 310.74 0.37
segment 0 0.60 617.61 0 248.10 0.68
waveform 0 1.25 535.72 0 1126.76 1.42
avg 0 1.19 1939.22 0 1114.09 1.35

These facts suggest that aggregative-learning paradigm
is superior to conventional distributed learning paradigms
when the training data keep on changing on different
sites over the Internet. While the conventional distributed
learners always need to trade off the prediction power
against the communication cost in the real Internet en-
vironment, aggregative-learner can achieve a comparable
performance with little communication cost.

5 Conclusion
This paper proposes a novel paradigm called aggregative-
learning which exploits valuable resources on remote
sites to help improve local prediction in the Internet en-
vironment. Aggregative-learning considers many prac-
tical yet important issues (e.g., communication cost) of
the Internet, which have not received necessary attention
in previous studies. Theoretical analysis and simulation
results show that aggregative-learning is beneficial even
when only a few remote responses are received.

The Internet has changed the style of computing. This
paper investigates a method for making prediction in the
Internet environment. It might be interesting to study that,
either empirically or theoretically, for a specific task how
many data on each node is needed to guarantee a suc-
cessful deployment of the proposed method, which is an
interesting future work.

Previous study on selective ensemble[17] disclosed that,
when there are a number of individual learners available,
selecting some of the individual learners to make up the
ensemble is a better choice than ensembling all the learn-
ers. Inspired by this finding, it is possible that we can
get a better performance by selecting a number of remote
learners to use instead of sending requests to all poten-
tial sites. However, to realize an effective and efficient

selection while maintaining the robustness of the process
remains an unsolved problem, especially when consider-
ing that some requests and/or responses would be lost on
the Internet during the communication process. This is an
interesting issue for future work.

Besides, extending well-studied tasks (e.g., association
rule mining) to the Internet environment and exploring
new machine learning and data mining problem in the In-
ternet environment are also worth studying in future.
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